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Abstract

Authenticated denial of existence is a fundamental component of
DNS Security Extensions (DNSSEC), realized through NSEC and
NSECS3 records. Over time, several variants have emerged to im-
prove the efficiency and privacy of denial-of-existence responses,
including Compact Denial of Existence. Despite their operational
importance, the prevalence and diversity of NSEC and NSEC3 de-
ployments in the wild remain poorly understood. In this paper, we
present a comprehensive measurement study of NSEC and NSEC3
deployment across 174 million domains in the .com, .net, and .org
zones, as well as domains from four popular rankings. A key chal-
lenge in such measurement lies in accurately distinguishing among
NSEC/NSECS3 variants across heterogeneous provider implementa-
tions. To address this challenge, we develop novel metrics driven by
statistical observations, which reveal prevalent NSEC/NSEC3 vari-
ants such as Compact Denial of Existence in NSEC and White Lies
in NSEC3. We also show that wildcard synthesis is non-negligible
in the wild (potentially affecting nearly 19% and 15% of NSEC-
enabled and NSEC3-enabled domain in .com, respectively), and its
interaction with denial-of-existence proofs can reveal structural in-
formation of DNS zone. In particular, the transition from NODATA
to NXDOMAIN responses suggest the presence of closest enclosers
and enable inference of partial zone structure.
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1 Introduction

The Domain Name System (DNS) was designed without built-in
security guarantees, making it vulnerable to various attacks such
as cache poisoning and spoofing [7, 22, 31]. Beyond these threats,
DNS has another fundamental challenge: how to securely prove
that a queried domain name or record type does not exist. This
challenge is critical because forged negative responses could falsely
indicate that existing names or records does not exist.

DNS Security Extensions (DNSSEC) [33-35] address these issues
by providing data integrity, origin authentication, and authenticated
denial of existence. Specifically, DNSSEC introduces NextSECure
(NSEC) [33-35] and NSEC3 records [3, 19] to support authenticated
denial of existence. While NSEC provides signed proofs of non-
existence by chaining plaintext domain names in canonical order,
it enables zone enumeration [36]. NSEC3 mitigates this by hashing
domain names and organizing proofs in the hashed namespace, at
the cost of additional parameter complexity.

Over time, several mechanisms have been proposed to further
improve the privacy and efficiency of NSEC/3, which we use to
collectively refer to both NSEC and NSEC3. These include minimally
covering NSEC [40] and White Lies [17], which synthesize NSEC/3
ranges that do not reveal the actual neighboring names in the zone,
and Compact Denial of Existence (CDE) [21], which reduces the
response overhead of negative answers by encoding NXDOMAIN as a
compact NODATA response.

Despite its security importance, NSEC/3 deployment has only
been studied by very few prior works [13, 15]. However, none pro-
vides a unified and up-to-date view of the broader NSEC/3 ecosys-
tem: prior work either focuses on early adoption trends [15] or
narrows its scope to NSEC3 parameters [13]. Moreover, since the
first study in 2019, the DNSSEC deployment landscape has changed
substantially; DNSSEC adoption in .com alone has grown from
911K signed-domains reported in 2019 [15] to 8.3M signed-domains
(in our study). This growth motivates a fresh measurement of how
NSEC/3 deployment and its variants have evolved alongside broader
DNSSEC adoption.

Furthermore, accurate measurement has become more challeng-
ing as newer NSEC/3 variants [17, 21, 40] have been standardized
and deployed. These variants can synthesize denial-of-existence
responses in provider-specific ways, as the relevant specifications
define the high-level behavior but leave room for different concrete
constructions. As a result, simple response code checks are insuffi-
cient. This complexity is further compounded by wildcard synthesis.
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Despite its critical role in DNS resolution, no prior work has con-
ducted a deep-dive analysis into how wildcard-enabled domains
interact with the denial-of-existence ecosystem.

In this paper, we present a comprehensive measurement study
of NSEC/3 deployment in the wild. We analyze domains from . com,
.net, and . org zone files as well as four popularity-based rankings,
covering 174M domains in total. Our study combines large-scale
DNS measurements, active subdomain probing, and heuristic-based
variant identification to characterize NSEC/3 adoption and deploy-
ment variants, while also examining wildcard behavior as an oper-
ational signal that can reveal partial zone-structure information.
Contributions. Our key findings and contributions are:

o We design and implement a measurement framework for charac-
terizing authenticated denial-of-existence deployment at Inter-
net scale. Our framework combines OpenINTEL datasets, active
subdomain probing, and heuristic-based analysis to measure
NSEC/3 variants adoption, and wildcard synthesis across 174M
domains.

e We show that authenticated denial-of-existence mechanisms
have grown substantially since prior measurements. In . com, for
instance, the number of domains deploying NSEC increased from
roughly 148K (in 2019) to 1.5M (in our snapshot), while NSEC3
increased from 744K to 6.7M. We also find a clear split between
domain populations: NSEC3 dominates in the .com, .net, and
.org zones, whereas NSEC is more common in popularity-based
rankings.

e We introduce a novel methodology to distinguish NSEC/3 vari-
ants across heterogeneous provider implementations. Our anal-
ysis reveals that CDE dominates NSEC deployments, affecting
more than 40% of NSEC-enabled domains in .com, .net, and
.org, whereas CDE is rarely observed in NSEC3 deployments,
where White Lies accounts for 6-12% of domains.

e We present the first systematic study of wildcard synthesis
in DNSSEC denial-of-existence deployments. We show that
wildcard-related candidates cover about 20% of NSEC-enabled do-
mains across our datasets and that wildcard synthesis interacts
can reveal partial structural information about DNS zones.

Artifacts. We release our measurement framework and analysis
scripts in a public repository [41].

2 Background

We first provide background on NSEC/3 and its variants, focusing
on server-side deployment (rather than client-side behavior such
as resolver support).

NSEC and NSEC3. DNSSEC provides authenticated denial of ex-
istence using NSEC and NSEC3 records, preventing attackers from
forging negative responses to spoof non-existence. NSEC [33-35]
constructs such proofs by linking existing names in canonical or-
der. Each NSEC record specifies its owner name, the next exist-
ing name in the zone, and a type bitmap identifying the record
types present at the owner name. An example is shown below.

# Owner name # Next domain name # Type bitmap

a.nsec-noext.com. 60 IN NSEC c.nsec-nonext.com A RRSIG NSEC

While NSEC provides direct and efficient denial proofs, it exposes
domain names in plain-text, enabling zone enumeration. NSEC3 [3]
was introduced to mitigate this information leakage by replacing
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domain names with cryptographic hashes and ordering them in

the hashed namespace. It also introduces additional configuration

parameters, including the hash algorithm, salt, and iteration count.
There are two types of negative response:

o NODATA response: The queried name exists but has no record
of the queried type. NSEC and NSEC3 use a record matching the
queried name (or its hash) whose type bitmap shows that the
requested record type is absent.

o NXDOMAIN response: The queried name does not exist. NSEC typ-
ically uses up to two records to prove name and wildcard non-
existence, while NSEC3 may use up to three records to addition-
ally prove the closest encloser in the hashed namespace.

NSEC/3 Variants. Beyond classic NSEC and NSEC3, deployments
exhibit a range of variants with distinct behaviors.

e Minimally covering NSEC [40] and NSEC3 White Lies [17] dy-
namically synthesize NSEC/3 records that minimally cover the
queried name. For brevity, we collectively refer to these mini-
mally covering techniques as White Lies throughout this paper.
By generating these bounds on demand, servers reveal little
or no information about neighboring zone contents, thereby
preventing conventional zone enumeration.

o Compact Denial of Existence (CDE) [21] is designed to reduce the
overhead of NXDOMAIN responses. Instead of returning multiple
NSEC/3 records (up to two for NSEC and three for NSEC3), it en-
codes non-existence using a single NODATA response that claims
the queried name exists but has no data of the requested record
type. To preserve the NXDOMAIN signal, RFC 9824 [21] introduces
the NXNAME pseudo-type in the NSEC/3 type bitmap.

Examples of NSEC and variants are shown in Figure 1.

Standardization and Diversity in Variant Response Formats.
The variant mechanisms considered in this paper are documented
in RFCs with different publication statuses. Minimally covering
NSEC [40] and CDE [21] are Standards Track, whereas NSEC3 White
Lies is described in the Informational RFC [17]. These specifica-
tions define the required semantics but allow flexibility in the con-
crete construction of synthesized denial records. Consequently, the
same semantic mechanism can appear in different response for-
mats across authoritative-server implementations, motivating our
methodology for identifying NSEC/3 variants in Section 6.

Wildcards and NSEC/3. DNS wildcards allow a zone to synthe-
size answers for names that do not explicitly exist; for instance,
a wildcard such as “*.nsec-noext.com” can answer a query for
“random.nsec-noext.com” even if that exact name is not present
in the zone. This behavior changes the interpretation of negative
responses: a query that would otherwise produce NXDOMAIN may
instead produce a positive answer or a NODATA response, depending
on the queried type and the records associated with the wildcard.
Wildcard applicability is governed by the DNS zone tree and can be
blocked by a closer existing name, known as the closest encloser.
In DNSSEC, denial-of-existence proofs provide authenticated evi-
dence about both wildcard applicability and name non-existence.
As a result, comparing responses across hierarchical levels can re-
veal partial structural information about a zone, which we detail
in Section 7.
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- NODATA NSEC response
Query to “a.nsec-noext.com.” for “AFSDB” type # existing name, non-existing record type

A RRSIG NSEC
# Type bitmap

a.nsec-noext.com. 60 IN NSEC c.nsec-noext.com.

- NXDOMAIN NSEC response
Query to “d.nsec-noext.com.” for “AFSDB” type # non-existing name

60 IN NSEC f.nsec-noext.com. A RRSIG NSEC

# NSEC proving no exact match (query name does not exist)

c.nsec-noext.com.

nsec-noext.com.

# NSEC proving no applicable wildcard (no closer wildcard exists)

60 IN NSEC a.nsec-noext.com. A NS SOA RRSIG NSEC ..
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Query to “d.nsec-noext.com.” for “AFSDB” type # non-existing name

- Minimally covering NSEC

c\255.nsec-noext.com. 60 IN NSEC \000.d.nsec-noext.com. RRSIG NSEC

- White Lies
OS1AK2KADF2BPD098IG1QJA8JBT8095D.nsec-noext.com. 3600 IN NSEC
OS1AK2KADF2BPD098IG1QJA8JBT8095F . nsec-noext.com. RRSIG NSEC
# Predecessor (OS1AK2KADF2BPD098IG1QJA8JIMT8095D) = hash - 1
Successor (OSIAK2KADF2BPD098IG1QJA8IMTB095F) = hash + 1

- Compact Denial of Existence
d.nsec-noext.com. 60 IN NSEC \000.d.nsec-noext.com. RRSIG NSEC NXNAME

(a) NSEC response examples.

(b) NSEC/3 variants response examples.

Figure 1: Examples of NSEC and variant responses; RRSIG records are omitted for brevity.

3 Related Work

Prior studies have examined authenticated denial of existence in
DNSSEC from several perspectives, including its deployment and
configuration as well as its operational and security implications.

Deployment studies. In 2019, Demke and Deccio [15] studied
the size of NSEC3-signed zones and analyzed 2.1 million DNSSEC-
signed domains to measure the deployment rate of traditional
NSEC/3, NSEC3 White Lies, and NSEC “black lies”(later standard-
ized as CDE). While their study primarily focused on deployment
prevalence, our work expands this scope to include NSEC/3 CDE
and NSEC White Lies. Furthermore, we characterize the structural,
naming, provider-level, and wildcard-synthesis behavior of NSEC/3,
and identify variants of White Lies and CDE without assuming a
specific synthesized naming pattern, providing a more comprehen-
sive view of DNSSEC negative-response implementations. Daniluk
et al. [13] focused on NSEC3 parameter choices and operational
configurations. More recently, Huque [20] conducted a brief survey
on the use of NSEC/3 variants across Tranco 1M domains, Top-
Level Domains (TLDs), and major providers. These studies provide
important insights into the deployment of authenticated denial-of-
existence mechanisms. Our work complements them with a unified
and up-to-date characterization of NSEC/3 variants across diverse
domain populations and provider implementations.

Operational and Security studies. Other studies have investi-
gated operational and security aspects of authenticated denial of ex-
istence beyond deployment measurements. Ashiq et al. [5] analyzed
DNSSEC errors observed in DNSViz logs and developed an auto-
mated framework for identifying their root causes and suggesting
remediation, including errors related to NSEC/NSEC3 proofs. Deccio
and Tessem [14] investigated resolver-side support for aggressive
negative caching and showed that it is prevalent for NSEC but rarely
observed for NSEC3, with substantial variation across resolver im-
plementations. From a security perspective, Gruza et al. [18] demon-
strated that computationally expensive NSEC3 proof validation can
be exploited to increase resolver CPU load, highlighting the secu-
rity implications of NSEC3 parameters. These studies focus primar-
ily on DNSSEC operational failures, resolver-side processing, or
their security consequences, whereas our work complements them
by providing a large-scale characterization of authoritative-side
NSEC/NSEC3 deployment and implementation variants, including
White Lies and Compact Denial of Existence (CDE).

Response Variation )
Data Loade Characterizer Detector Wildcard
4 (Section 4) (Section 5) Anal.yzer
OpeniNTE — (Section )
|
NSEC/3 : Wildcard
Active Prober !

Figure 2: Measurement framework overview. Dotted line sug-
gests potential wild card synthesizing behavior.

Our work. Our work differs from prior studies in three ways. First,
we provide a more recent and large-scale measurement covering
a diverse set of domains and a wider range of NSEC/3 variants.
Second, we develop a methodology for identifying NSEC/3 variants
across heterogeneous implementations that are difficult to capture
with naive approaches (e.g., fixed response pattern matching). Third,
we present the first systematic analysis of wildcard synthesis in
NSEC/3 deployments. Rather than treating wildcard behavior only
as measurement ambiguity, we examine how wildcard synthesis
interacts with authenticated denial-of-existence proofs and how
this interaction can reveal partial zone structure information. To the
best of our knowledge, these aspects have not been systematically
explored in prior work.

4 NSEC/3 Measurement Framework

We develop a measurement framework to characterize NSEC/3 de-
ployment in the wild. As illustrated in Figure 2, the framework inte-
grates large-scale DNS data with active probing and a unified analy-
sis pipeline. Our main goal is to accurately identify NSEC/3 variants
under real-world complexities and characterize how wildcard syn-
thesis interacts with authenticated denial-of-existence proofs.

Data Sources. We use DNS data from OpenINTEL [30, 39] as
our primary data source. The platform scans a wide range of DNS
records, including SOA, NS, DNSKEY, DS, RRSIG, and NSEC/3-related
records. Our framework leverages two types of datasets:

e .com, .net, .org zone data: These datasets cover all apex do-
mains under three Top-level domains (TLDs). Throughout the
paper, we refer to these domains as apex domains.

e Four popular rankings: These datasets cover domains from
four popularity-based lists—Cisco Umbrella 1M [10], Tranco
1M [32], Cloudflare Radar 1M [12], and Majestic 1M [25]. Because
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Source domains (from OpenINTEL) WWW subdomains (from our active prober)

SOA w/ DNSKEY NSEC NSEC3 w/ DNSKEY NSEC NSEC3
#. Apex | #. Apex % | #.Apex % | #.Apex % # # % # %
.com 149,021,866 | 8,364,107 | 5.61% | 1,577,074 | 18.86% | 6,720,037 | 80.34% 8,364,107 | 1,463,427 | 17.50% | 6,561,180 | 78.44%
.net 11,156,231 707,851 | 6.34% 160,534 | 22.68% 543,279 | 76.75% 707,851 155,078 | 21.91% 532,883 | 75.28%
.org 10,972,417 707,896 | 6.45% 146,299 | 20.67% 556,602 | 78.63% 707,896 140,760 | 19.88% 548,415 | 77.47%
# FQDN | #. FODN % | #. FODN % | #. FODN % # # % # %
Umbrella 384,922 26,034 | 6.76% 16,251 | 62.42% 9,523 | 36.58% 20,731 13,004 | 62.73% 6,952 | 33.53%
Tranco 968,036 79,790 | 8.24% 49,080 | 61.51% 30,109 | 37.74% 71,512 42,812 | 59.87% 27,054 | 37.83%
Radar 1,137,219 102,067 | 8.98% 65,042 | 63.72% 36,246 | 35.51% 93,880 58,725 | 62.55% 33,327 | 35.50%
Majestic 946,890 75,863 | 8.01% 40,987 | 54.03% 34,296 | 45.21% 69,995 37,372 | 53.39% 31,237 | 44.63%

Table 1: DNSSEC and NSEC/3 adoption rate as of April 6, 2026. For source domains, TLD zone datasets are measured at the
apex-domain level, whereas popularity ranking datasets are measured at the FQDN level. The NSEC/3 percentages are calculated

relative to the total number of domains with a DNSKEY record.

these lists may contain both apex and subdomains, we refer to
them collectively as FODN (Fully Qualified Domain Names).

NSEC/3 probing. To elicit denial-of-existence responses, Open-
INTEL prepends a likely non-existent label (e.g., “123-nonexistent-
dnsjedi-456”) to a target domain (i.e., apex or FQDN) and issues
a DNS query for the AFSDB record type. It does not use A records,
which should theoretically trigger negative responses given the
non-existent label, but A records are more likely to be affected by
wildcard synthesis or provider-specific default responses, which
can mask denial-of-existence behavior. On the other hand, using
non-existent or customized record types may be subject to filtering
or inconsistent handling by resolvers and authoritative servers, lead-
ing to unreliable measurements. Therefore, AFSDB is used because
it is a valid but deprecated record type [2] that is rarely deployed
in practice, making it suitable for triggering negative responses.

Auxiliary DNSKEY scan. In the OpenINTEL datasets, we observe
that 5-7% of domains publish DNSKEY records but do not have cor-
responding NSEC or NSEC3 records. To avoid treating these domains
as lacking NSEC/ 3 solely based on a single data source, we perform
an auxiliary scan using the same probing methodology described
above.! Among these domains, we find that 90% return NSEC/3
records in our auxiliary scan. We therefore use the auxiliary scan
to supplement the OpenINTEL data: domains for which we observe
NSEC or NSEC3 in the auxiliary scan are treated as NSEC/3-enabled
and included in the corresponding datasets for the subsequent anal-
ysis.

4.1 Framework Details

Our framework consists of three main modules: (i) data loader, (ii)
active prober, and (iii) NSEC/3 analyzer.

4.1.1 Data Loader. This module ingests DNS data from OpenIN-
TEL. For TLD zone datasets, we access the data through an agree-
ment with OpenINTEL and retrieve it from their storage. For popu-
lar ranking datasets, which are publicly available, we fetch them

IThese cases may arise from several factors, such as measurement timing or incomplete
DNSSEC deployments. We are currently discussing this case with the OpenINTEL
team.
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directly from the OpenINTEL websites [29]. The module prepro-
cesses the retrieved data (e.g., identifying DNSSEC-enabled domains
and generating the apex domain list) and stores the processed data
for subsequent analysis.

4.1.2 Active Prober. The active prober performs additional mea-
surements on WAW subdomains. We focus on WWW because it is widely
used in practice and often represents the web-facing entry point
of a domain, making it an important target for understanding real-
world deployment behavior. Additionally, WWW subdomains may
be delegated to authoritative nameservers different from those of
their corresponding apex domains, resulting in potentially different
NSEC/3 configurations. This allows us to capture deployment dis-
crepancies across hierarchical levels. Furthermore, the WWW probing
results serve as an input to our wildcard-aware analysis.

The active prober targets DNSSEC-enabled apex domains pro-
duced by the data loader. For FQDNs from popularity ranking
datasets, entries may include subdomains rather than apex do-
mains; in such cases, we extract the corresponding apex (e.g., “nsec-
noext.com™ from “sub.nsec-noext.com”). To ensure consistency
with the OpenINTEL data, the active prober adopts the same prob-
ing strategy: issuing AFSDB queries for non-existent labels under
the www hierarchy (e.g., “123-nonexistent-dnsquery. www. {apex do-
main}”). The active prober uses Google Public DNS resolver (8.8.8.8)
as its default resolver for scanning.

4.1.3 NSEC/3 Analyzer. It comprises three sub-modules:

e A response characterizer, which computes high-level ecosys-
tem statistics, such as NSEC/3 adoption, record structures, and
authoritative name server prevalence.

e An NSEC/3 variation detector, which applies novel heuristic-
based methodology to distinguish NSEC/3 variants (e.g., White

Liesand CDE) from vanilla NSEC/ 3, while capturing implementation-

specific patterns across various DNS providers.

o A wildcard analyzer, which identifies wildcard-enabled zones
and characterizes how wildcard behavior changes across differ-
ent levels of the domain hierarchy. This allows us to examine
how wildcard behavior interacts with denial-of-existence proofs
and what partial zone structure information can be inferred.

2A non-existent domain name used for anonymization.
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4.2 Measurement Period

With our framework, we present our measurement results using
the OpenINTEL snapshot on April 6, 2026 along with subsequent
additional scans that immediately followed. The snapshot covers
174 million domains across three TLDs and four popular domain
rankings.

5 NSEC/3 Deployment in the Wild

We first analyze NSEC/3 adoption rate, response structure, and pa-
rameter configuration. We examine deployment from two perspec-
tives: (1) Source domains, which include all domains in the Open-
INTEL source datasets and may contain both apex and FQDNS, as
described in Section 4; and (2) WWW subdomains, which corresponds
to the datasets generated by our active prober (Section 4.1.2).

DNSSEC Adoption. We first restrict our analysis to domains
for which we successfully observed an SOA record at the zone apex,
establishing a baseline of active and resolvable domains. Among
these baseline domains, we determine DNSSEC adoption based on
the presence of DNSKEY records. As shown in Table 1, DNSSEC sup-
port is around 6% for domains in . com, .net, and .org, and ranges
from 6% to 9% for domains in the popularity rankings. Because
our WWW subdomain scan targets only apex domains with DNSKEY
(Section 4.1.2), we do not separately report DNSSEC adoption rates
for WWW subdomains. We focus on these DNSSEC-enabled domains
in all subsequent analyses.

5.1 NSEC/3 Adoption

We first examine how widely NSEC/3 is deployed in practice, with
the results shown in Table 1. For source domains, we observe a
clear divergence in deployment practices: domains in the three TLD
datasets show a trend opposite to those in the popularity ranking
datasets. In the .com, .net, and .org zones, NSEC3 is dominant,
accounting for more than 75% of DNSSEC-enabled domains. In
contrast, NSEC is dominant (i.e., nearly 60%) in the popularity rank-
ings. This differences suggests that NSEC/3 deployment practices
vary across domain populations. Domains in TLD zone datasets
are dominated by NSEC3, whereas domains appearing in popularity
rankings more commonly use NSEC. For WWW subdomains, the over-
all trends remain similar to those observed for the source domains,
with only small changes in NSEC/3 deployment rates (by < 1% on
average across datasets).

Adoption trend evolving since 2019. Compared to prior study
in 2019 [15], we observe a substantial increase in the NSEC/3 adop-
tion, from 112K to 1.5M domains for NSEC and from 725K to 6.7M do-
mains for NSEC3 in . com, indicating more than an order-of-magnitude
increase in deployment over the past several years.

Domains with DNSKEY but without NSEC/3. We observe that
approximately 1% of domains across our datasets publish DNSKEY
records but do not return corresponding NSEC/3 responses. We
further investigate these cases through active probing and confirm
that these domains do not return positive answers (i.e., no AFSDB
records are observed for high-entropy queried names), suggesting
that denial-of-existence responses should have been triggered. We
identify several underlying causes, which are detailed in Appen-
dix B.
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NSEC NSEC3
Source WWW Source WWW

.com 76.57% | 78.16% 90.15% | 80.90%
.net 80.74% | 81.32% 90.44% | 84.50%
.org 81.38% | 81.98% 91.11% | 81.73%
Umbrella 69.40% | 68.57% 76.80% | 75.45%
Tranco 62.90% | 63.16% 80.03% | 77.52%
Radar 62.88% | 63.50% 82.03% | 80.38%
Majestic 65.12% | 66.14% 82.52% | 80.46%

Table 2: Proportion of validated responses.

Domain with both NSEC and NSEC3 We observed 1,443, and 441
domains from source and WWW domains containing both NSEC and
NSEC3 records within a single resolution chain (e.g., across CNAME
redirects). This typically stems from the CNAME delegation where
the original zone and the delegated zone deploy different authen-
ticated denial mechanism. These "compound" responses highlight
the complexity of validating negative results in heterogeneous en-
vironments.

5.2 NSEC/3 Response Characteristics

We characterize NSEC/ 3 responses, focusing on authentication rate,
the structure of returned resource records, and anomalies observed
in denial-of-existence responses.

DNSSEC-validated responses. To examine whether NSEC/3
responses are successfully validated by the recursive resolver, we
inspect the AD (Authenticated Data) flag [34]. The AD flag indicates
that the resolver has cryptographically validated the answer using
DNSSEC. For each dataset, we compute the proportion of responses
with the AD set, as summarized in Table 2. Overall, approximately
63-81% of NSEC responses are validated, compared with 77-91% for
NSEC3. Domains from three TLD datasets exhibit slightly higher
authentication rates than domains from popularity-based lists; by
roughly 20% for NSEC and 5-10% for NSEC3. Additionally, domains
using NSEC3 show consistently higher authentication rates than
those using NSEC (approximately 15% on average).

A missing AD in responses does not necessarily indicate invalid or
corrupt DNSSEC data; it may instead reflect that the resolver cannot
establish a full secure delegation chain to the zone. For example,
this can occur when the child zone lacks a corresponding DS record
in the parent [9] or when a CNAME chain traverses unsigned or
insecure target domains.

Response structure. We examine the number of Resource
Records (RRs) returned per query, as summarized in Table 3. In
this analysis, we only count NSEC/3 RRs, excluding accompanying
records such as RRSIG or other auxiliary resource records. We ob-
serve that for both TLD and popularity-based datasets, the majority
of NSEC responses contain a single RR per query. For NSEC3, over
44% of domains from TLD datasets return two RRs per query, while
more than 74% of popularity ranking-based domains return three
RRs; this higher RR count is expected as NSEC3 typically requires
multiple records to construct a “closest encloser” proof, demonstrat-
ing both the existence of the nearest ancestor and the non-existence
of the queried name [3]. The distribution for WWW subdomains largely
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Source domains (from OpenINTEL) WWW subdomains (from our active prober)
NSEC NSEC3 NSEC NSEC3

#. RRs 1 2 3 1 2 3 4 1 2 3 1 2 3 4
.com 97.85% | 2.14% | 0.01% | 12.05% | 44.61% | 43.34% | 0.00% || 89.64% | 10.35% | 0.01% | 11.94% | 44.00% | 44.06% | 0.00%
.net 96.66% | 3.34% | 0.01% | 12.93% | 46.01% | 41.05% | 0.00% || 89.56% | 10.44% | 0.00% | 12.78% | 45.48% | 41.74% | 0.00%
.org 97.06% | 2.94% | 0.00% | 11.72% | 44.72% | 43.56% | 0.00% || 90.67% 9.33% | 0.00% | 11.57% | 44.26% | 44.16% | 0.00%
Umbrella || 92.83% | 7.17% | 0.00% 491% | 15.84% | 79.25% | 0.00% || 94.33% 5.67% | 0.00% 4.09% | 14.86% | 81.06% | 0.00%
Tranco 96.62% | 3.38% | 0.00% 4.06% | 17.31% | 78.63% | 0.01% || 95.90% 4.10% | 0.00% 3.40% | 16.99% | 79.60% | 0.00%
Radar 97.52% | 2.48% | 0.00% 5.04% | 18.63% | 76.32% | 0.01% || 96.48% 3.52% | 0.00% 4.21% | 17.98% | 77.81% | 0.00%
Majestic || 96.74% | 3.25% | 0.01% 5.25% | 19.77% | 74.97% | 0.01% || 96.71% 3.29% | 0.01% 4.57% | 19.38% | 76.05% | 0.00%

Table 3: Count of NSEC/3 resource records (RRs) per requests. Note that we only count NSEC/3 RRs, excluding accompanying

records such as RRSIG or other auxiliary resource records.

Source Www
NSEC NSEC3 NSEC NSEC3
.com 41.50% | 89.11% | 52.43% | 94.56%
.net 31.77% | 88.32% | 37.78% | 93.43%
.org 35.03% | 89.42% | 41.63% | 94.39%
Umbrella | 19.41% | 82.34% | 18.48% | 92.13%
Tranco 21.25% | 77.14% | 21.52% | 90.57%
Radar 16.46% | 73.48% | 18.11% | 88.37%
Majestic | 21.39% | 77.14% | 25.34% | 92.10%

Table 4: Proportion of NXDOMAIN responses. The remaining
percentage (100% — NXDOMAIN) represents NODATA responses.

mirrors that of apex domains. However, one exception is that, in the
TLD zone datasets, the proportion of single-RR NSEC responses is
about 7% lower for WWW subdomains than for source domains. This
suggests that denial-of-existence behavior can vary across different
levels of the domain hierarchy.

Extraresponses due to CNAME. Authenticated denial-of-existence
proofs typically contain at most two NSEC or three NSEC3 records [17].
However, we identify 182 and 243 responses containing three NSEC
and four NSEC3, respectively (Table 3). A closer examination re-
veals that 99.99% of these instances stem from CNAME redirections.
In such cases, the response can include denial-of-existence proofs
for both the original query and the target name pointed to by the
CNAME record; for instance, if a query triggers a wildcard match
that resolves to a CNAME, the response may include both a wildcard
expansion proof from the source zone and a NODATA proof from the
target zone.

NXDOMAIN and NODATA Responses. Table 4 reports the propor-
tion of NXDOMAIN responses across our datasets; the corresponding
NODATA proportion is complementary. We observe that queries to
WWW subdomains yield a significantly higher proportion of NXDOMAIN
responses compared to queries to source domains. This difference
is likely related to the potential wildcard records at the apex level,
which can convert what would otherwise be an NXDOMAIN response
into a NODATA response. The higher NXDOMAIN ratio observed for
WWW queries suggests that wildcard synthesis is less commonly ap-
plied at deeper subdomain levels. We provide a detailed analysis
of wildcard behavior and its interaction with NSEC/3 mechanisms
in Section 7.

625

5.3 Name Server Providers

The response level differences observed above motivate a closer look
at the authoritative name server providers behind these domains.
We therefore characterize the role of authoritative name server
providers in shaping the denial-of-existence behavior.

To identify authoritative name server providers, we extract NS
records for each domain from the data sources (i.e., OpenINTEL
datasets). For our WWW measurements, we additionally issue NS
queries to the subdomains to obtain their corresponding name
server information. When no NS record is available, we leverage the
SOA MNAME field in the authority section of the negative response
as an indicator of the authoritative name servers. We group name
servers based on their Second-Level Domain (SLD). For providers
that encode identifiers using digits in the SLD (e.g., awsdns-XX),
we normalize them using regular expressions.

NSEC record. We observe that Cloudflare is the most common
provider across all NSEC deployments. In the TLD zone datasets,
it is followed by Infomaniak and GoDaddy (via registrar-servers).
In the popularity-based datasets, Cloudflare remains dominant
(over 60%), followed by AWS and Domain Control.

NSEC3 record. For NSEC3 deployments, Google, wix.com, and
OVH Cloud are the primary providers in TLD-zone datasets. In
popularity-based datasets, Google’s share is more limited (approxi-
mately 10-20%), and no single provider dominates to the same ex-
tent as Cloudflare does in NSEC deployments. The top five provider
distributions are provided in Table 13 (in Section C).

We further compare provider distributions between source do-
main and WWW-subdomain measurements. Overall, the dominant
providers for WWW subdomains closely mirror those observed for the
source domains. Meanwhile, although the distribution of response
structures and NXDOMAIN ratios differs between apex and subdomain
queries, e.g., approximately 97% of apex NSEC responses contain a
single resource record compared to about 90% for WWW queries, we
do not observe significant shifts in the set of dominant providers.
This suggests that the observed structural differences are primarily
driven by query depth rather than changes in authoritative name
server providers.

6 NSEC/3 Variant in the Wild

We next examine NSEC/3 variations, focusing on identifying White
Lies and Compact Denial of Existence (CDE). Distinguishing these
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from vanilla deployments is challenging due to diverse implemen-
tation strategies across providers.

Challenges in identifying White Lies. White Lies rely on
synthesizing minimally covering domain names to prevent zone
enumeration. For NSEC3, RFC7129 [17] suggests an epsilon con-
struction where the predecessor and successor hashes are derived
by decrementing or incrementing the queried hash value. Due to its
computational efficiency, this +1 offset method is widely adopted,
making White Lies in NSEC3 relatively consistent and detectable.

In contrast, NSEC implementations exhibit greater diversity. While
RFC4470 [40] introduces an epsilon function for NSEC, it is not
strictly mandated. Due to the excessive domain name length in-
troduced by padding the leftmost label with zeros [40], providers
commonly adopt custom synthesis strategies. Therefore, the detec-
tion of NSEC White Lies is non-trivial and its variability necessitates
a systematic measurement of real-world synthesis strategies.

Challenges in identifying CDE. Identifying CDE is challeng-
ing because it is structurally similar to White Lies: both use mini-
mally covering records to provide authenticated denial of existence.
However, unlike White Lies, which preserve the distinction between
NXDOMAIN and NODATA, CDE collapses both outcomes into a single
NODATA response. The ambiguity further compounded by wildcard
synthesis, which can also yield NODATA for non-existent names.

While the NXNAME pseudo-type (RFC 9824 [21]) provides a strong
indicator of CDE, its adoption among authoritative name server
providers is not universal. Without NXNAME, it is difficult to distin-
guish CDE-generated NODATA responses from those produced by
White Lies.

Consequently, reliably identifying CDE requires analysis beyond
individual response inspection. In particular, it necessitates aggre-
gated behavioral signals, such as the near absence of NXDOMAIN
responses across large query sets and the prevalence of single re-
source record (RR) answers.

To address these challenges, we systematically measure NSEC/3
variations in real-world deployments. Our analysis is guided by
the following research questions: (i) what minimally covering al-
gorithms are being deployed? (ii) which name server providers
implement specific NSEC/3 variations? (iii) what are the adoption
rates of these variations? and (iv) what is the current state of NXNAME
adoption?

6.1 Methodology

We develop a pipeline to systematically identify NSEC/3 White Lies
and CDE in real-world deployments. To the best of our knowledge,
this is the first systematic approach to jointly detect both variations
across NSEC and NSEC3.

Prior work [15] focused on identifying NSEC3 White Lies using
+1 hash offsets and detecting NSEC CDE via simple pattern match-
ing (e.g., comparing “foo.com" to “\000.foo.com)"). In contrast,
our approach leverages structural properties of responses, enabling
detection across a broader range of implementation-specific behav-
iors.

Our framework utilizes a two-stage approach:

o Filtering minimally covering responses: Both White Lies and

CDE employ minimally covering mechanisms to mitigate zone

enumeration. As a result, the lexicographical distance between
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the query name and its predecessor and successor is significantly
smaller than in vanilla implementations. We introduce a DNS
Canonical Distance metric (Section 6.2) to quantify this property
and identify minimally covering candidates.

Identifying White Lies and CDE deployments: We then cat-
egorize name server providers based on their aggregated mini-
mally covering response behavior. Providers deploying CDE are
expected to exhibit a dominant proportion of NODATA responses,
whereas White Lies deployments retain a mix of NODATA and
NXDOMAIN.

Finally, we correlate our analysis from both stages and identify
unique behavioral "fingerprints” for different NSEC/3 implementa-
tions. This enables us to generalize our findings and providing a
robust estimate of CDE and White Lies adoption rates across the
global NSEC/3 ecosystem.

6.2 DNS Canonical Distance

We define a DNS Canonical Distance metric to identify minimally
covering responses. The metric captures the structural proximity
between a queried domain name and the owner (and next owner)
names returned in NSEC/3 responses. Since NSEC operates over
plaintext domain names while NSEC3 uses hashed representations,
we define two corresponding formulations.

6.2.1 NSEC distances. We define a hierarchical distance metric
to measure the proximity between an NSEC owner (or next owner)
name and a query name. Let O and N denote the normalized forms
of the query name Q and the NSEC name N, respectively. We use
regular expression to normalize the string by removing escaped
octet sequences (e.g., \255, \000) that typically used in minimal
covering name synthesis and retaining only letters, digits, and
hyphens (legitimate second-level domain characters).

We then compute the Levenshtein distance Lev(si, s;) between
corresponding labels, proceeding from right to left (beginning with
the top-level domain). The Levenshtein distance represents the
minimum number of single-character edits required to transform
one string into another [27]. To reflect the DNS hierarchy, the dis-
tance at depth i is weighted by a factor of 10", If the domain names
contain a different number of labels, missing labels are treated as
empty strings. To avoid extreme values arising from highly dissim-
ilar long domain names, we apply a saturation threshold T = 100.
The threshold is used primarily for computational efficiency, as
our analysis focuses on distances near zero, setting T = 100 or any
sufficiently large value does not materially affect our results, as
long as the threshold is not chosen close to zero. Thus, the final
distance is defined as:

max(LQ,LN)—l

2

i=0

D(Q,N) =min|T, 10" - Lev(gs, Ai) 1)

where §; and #; denote the i-th labels from the right in O and N,
respectively, with i = 0 corresponding to the top-level domain.
A low distance suggests that the two names are structurally and
lexicographically similar. and the clamping ensures that our anal-
ysis focused on the minimally covering activity while treating all
significantly distant records as a uniform "vanilla" population.
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Figure 3: Joint density of NSEC owner and next owner dis-
tances in .com zone. The cluster near the origin (0,0) indi-
cates minimally covering records.

NSEC distances in the wild. Figure 3 presents a hexbin density
plot correlating the DNS Canonical Distances of the query name
to the NSEC owner name (x-axis) and next owner name (y-axis)
in NODATA and NXDOMAIN responses respectively. The color scale
represents the logarithmic frequency (log,,) of occurrences. We ob-
serve a concentrated cluster around the origin (0,0) where D < 1,
representing the minimally covering variations (White Lies and
CDE). More specifically, 73.44% of NODATA and 1.5% of NXDOMAIN
resource records in the . com zone exhibit a distance D < 1. In these
instances, both the owner and next owner names are nearly identi-
cal to the query name after normalization, resulting in near-zero
distances. Conversely, vanilla NSEC deployments have much higher
distance values (typically above 20). The significant spatial gap
between the (0, 0) cluster and the vanilla distribution demonstrates
that our distance metric provides a clear decision boundary for
programmatically isolating White Lies and CDE from the standard
version. We observe similar patterns across all datasets and for WWW
subdomains.

6.2.2 NSEC3 distance. Since NSEC3 represents owner and next
owner names as hashed values, we measure their proximity by in-
terpreting the hashes as large integers. The distance is then defined
as the absolute numerical interval between the hashed predecessor
and successor.

NSEC3 distances in the wild. Figure 6 in Appendix D illustrates
the NSEC3 distances on a logarithmic scale, revealing a disparity
consistent with our plaintext NSEC observations. We find that 33.97%
of NODATA records and 5.96% of NXDOMAIN records in the . com zone
exhibit a distance of D < 2. In contrast, the remainder of the popu-
lation exhibits significantly larger distances. This clear separation
in the log-scale distribution further supports the use of a distance-
based threshold to distinguish hashed minimally covering from
standard NSEC3 deployments.

Identical NSEC3 hashes. We observe 47,424 cases where the
NSEC3 owner and next-owner hashes are identical in .com zone.
This occurs when the zone contains only a single signed name (the
apex), causing the NSEC3 record to point back to itself. As a result,
all non-existent queries in such zones return the same NSEC3 record,
corresponding to the hash of the zone apex itself. Although these
records exhibit a minimal hash distance, we exclude them from our
analysis as they represent a structural artifact of small zones rather
than an intentional minimally covering mechanism.

627

Yizhe Zhang', Hyeonmin Lee‘, Shumon Huque, and Yixin Sun

cloudflgre

awsdns
nsone,squarespacedns
p,orkbug

sectﬁ;owe
ultradns
cscdns

moodys I%Pas(—jns- = NODATA
Y e ad = Single RR

bed ———

0.0 0.2

04 06 0.8
Proportion

1.0

(a) NSEC top 20 name servers.

dinahosting ¢
Ig’%a?g‘é’n&' - NlODATA
aRANS e Single RR
AdMSOIUTIONS Jem—
e8]
nerz])_gtr a%
e [ —
anta onla%—
e
h stne%-
oopia 1
ne-—
0.0 0.2 04 0.6 0.8 1.0

Proportion
(b) NSEC3 top 15 name servers.
Figure 4: Per-name server distribution of NODATA proportion

and the proportion of responses returning a single resource
record per query in .com zone.

Takeaways. The canonical and hash-based distance metrics
serves as a robust metric for programmatically distinguishing
minimally covering variations, such as White Lies and CDE, from
standard NSEC/3 deployments.

6.3 Name Server Categorization

After filtering out minimally covering responses, we then categorize
their corresponding name service providers from two criteria:

e Proportion of NODATA responses: A key distinguishing fac-
tor between White Lies and CDE is that the latter exclusively
generates NODATA responses, regardless of whether the queried
name actually exists. Consequently, providers deploying CDE ex-
hibit a significant skew toward NODATA responses, whereas those
utilizing White Lies produce a mix of NODATA and NXDOMAIN re-
sponses.

e Proportion of single-RR responses: Another distinguishing
characteristic is that CDE typically returns only one resource
record per query. As a result, name servers deploying CDE ex-
hibit a high proportion of queries returning exactly one RR.
We use . com zone data to demonstrate our methodology here

and the resulting distributions, which highlight distinct behavioral
profiles across providers, are shown in Figure 4.

6.3.1 Prevalence of CDE in NSEC. Figure 4a shows the propor-
tions of NODATA responses and single-RR responses for the top
20 name servers observed in NSEC records in the .com zone. We
observe clear disparity across providers. Most name servers (e.g.,
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Pattern Observed Providers Owner Name Next Owner Name Functionality Variation
Cloudflare, AWS, NS1,
1 Azure, EuroDNS, etc. nonexistent.nsec-noext.com \000.nonexistent.nsec-noext.com Deny QNAME CDE
L)AL i 1~ - i 1 -
UltraDNS, CSCDNS®, {(~) {*}}.{none)ﬂstent 1}~.nsec-noext.com nonexistent!.nsec-noext.com Deny QNAME o
2 . N {()*{*}}.!~.nsec-noext.com -.nsec-noext.com Deny Wildcard White Lies
DomainNetwork™, etc. | .
_nsec-noext.com -.nsec-noext.com Acknowledge Wildcard
. {nonexistent-1}\255.nsec-noext.com nonexistent\000.nsec-noext.com Deny QNAME o
3 3h. . White L
WO \)\255.nsec-noext.com *\000.nsec-noext.com Deny Wildcard e Lies

* Indicates providers that potentially use UltraDNS backend service.

Table 5: Unique patterns observed for minimally covering NSEC responses (query: nonexistent.nsec-noext.com). We use
{nonexistent-1} to represent the decrement of the final character in the query label, and use (~)"{*} to suggest that the

“« _n

can repeat 0 or more times depending on the depths of the domain name.

Source domains (from OpenINTEL) WWW subdomains (from our active prober)
NSEC NSEC3 NSEC NSEC

White Lies | CDE | White Lies | CDE | White Lies | CDE | White Lies | CDE
.com 0.74% | 43.96% 6.98% | 0.00% 0.78% | 41.92% 16.88% 0.00%
.het 0.96% | 56.53% 6.86% | 0.00% 0.98% | 57.47% 13.21% 0.00%
.org 0.80% | 52.75% 5.81% | 0.00% 0.83% | 53.75% 15.91% 0.00%
Umbrella L71% | 76.40% 8.11% | 0.01% 1.84% | 80.14% 10.11% | 0.00%
Tranco 1.31% | 74.84% 9.31% | 0.00% 1.37% | 77.16% 13.90% 0.00%
Radar 0.99% | 79.17% 10.37% | 0.00% 0.96% | 80.32% 14.31% 0.00%
Majestic 1.55% | 73.04% 11.19% | 0.00% 1.52% | 73.23% 15.82% 0.00%

Table 6: White Lies and CDE adoption rate.

Cloudflare, AWS DNS, NS1, and Azure DNS) exhibit proportions
close to 100% for both metrics, indicating that nearly all queries
return NODATA responses with a single RR, consistent with compact
denial of existence (CDE) behavior.

In contrast, a small subset of providers, most notably UltraDNS
and CSCDNS, show significantly lower proportions, returning a mix
of NODATA and NXDOMAIN responses and typically return multiple
RRs per query, suggesting the deployment of White Lies.

Overall, the figure reveals a sharp separation between providers
deploying CDE and those using White Lies, with CDE dominating
among most large-scale operators. Our observations align with pub-
lic technical documentation from Cloudflare [11], AWS Route 53 [6],
and Azure [26], as well as recent industry surveys [20]. Further-
more, our methodology successfully identifies several additional
providers displaying these behaviors.

6.3.2 Absence of CDE in NSEC3. In contrast to NSEC, where CDE
is widely deployed, we find no evidence of CDE usage within NSEC3
deployments, as illustrated in Figure 4b. Although one specific
name server (“dmsolutions.se”) exhibits a 100% NODATA ratio, its
responses consistently contain multiple resource records, which is
characteristic of standard NSEC3 non-existence proofs rather than
the minimized structure of CDE. Overall, our findings indicate that
all dominant name server providers utilizing minimally covering
techniques in NSEC3 favor White Lies over CDE.
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Takeaways. Combining the ratio of NODATA responses with
single-RR response counts cleanly separates CDE and White Lies
deployments. Using these signals, we find that CDE dominates
among major NSEC operators, whereas NSEC3 deployments pre-
dominantly rely on White Lies.

6.4 Characterizing White Lies and CDE

We conduct a thorough analysis across all datasets using the above
metrics to study the minimally covering strategy, the adoption ratio
and current state of NXNAME adoption in CDE.

6.4.1 Minimally covering strategy. We identify three distinct
strategies used by providers to generate minimally covering NSEC
records, as summarized in Table 5. These patterns were derived
through an iterative manual examination of the minimally covering
responses: we first identified a recurring structural pattern, filtered
the observations matching that pattern, and then examined the
remaining responses to identify additional patterns. This process
continued until no substantial new patterns emerged.

The most prevalent approach, utilized by major providers such as
Cloudflare and AWS, employs a null-byte prefix (Pattern 1). Other
providers utilize character decrementing and symbolic wrapping
techniques (Patterns 2 and 3) to create the smallest possible lexico-
graphical gap around the nonexistent query. These techniques are
deployed both to deny the existence of a wildcard and, in specific
cases, to prove the existence of a wildcard that covers the query.
Notably, for character-decrementing techniques, the specific char-
acter alphabet may vary between implementations, for instance,



IMC ’26, October 12-16, 2026, Karlsruhe, Germany

UltraDNS includes specific characters in its shifting logic and its
“~” can repeat zero or more times based on the depth of the domain
name. Pattern 3 can be viewed as a variation of the epsilon function
proposed in RFC4470 [40], where the predecessor is padded with a
single “\255”. This design reduces the amount of bytes transmitted
compared to the original construction.

We further examine whether specific minimally covering pat-
terns are tied to CDE or White Lies implementations. Our analysis
reveals that Pattern 1 (Null-byte prefix) is exclusively utilized
in NSEC CDE deployments. Notably, these deployments yield zero
NXDOMAIN responses across all datasets. In contrast, the remain-
ing two patterns are exclusively associated with NSEC white lie
implementations.

Validation. We cross-reference our observations with vendor
documentation and other empirical studies to validate our ob-
servations. Public technical documentation from Cloudflare [11],
AWS [6], and Azure [26] confirms our findings in Table 5, while a
reverse-engineering study of UltraDNS [37] reports behavior simi-
lar to our observations. For patterns without external confirmation,
we have initiated outreach to the relevant providers and plan to
seek direct confirmation of our findings.

6.4.2 Adoption of White Lies and CDE. By applying the pat-
terns defined in Table 5, we compute the adoption rates of White
Lies and CDE across our NSEC/3 dataset, with results summarized
in Table 6. We observe that CDE dominates over White Lies in NSEC
deployments, whereas CDE is rarely observed in NSEC3 deploy-
ments. Overall, the proportion of minimally covering techniques
exceeds 40% in NSEC but is only around 7% in NSEC3, indicating
a significantly lower adoption in the latter. One possible explana-
tion is that NSEC3 inherently mitigates zone enumeration through
hashed owner names, reducing the need for additional obfuscation
mechanisms such as CDE and White Lies.

We further observe a higher CDE adoption rate among domains
in popularity lists compared to zone file datasets, likely driven by
the dominance of providers such as Cloudflare in popular domains
(Table 13).

Notably, while there is no evidence of major name server providers
adopting NSEC3 CDE on a large scale, we identified two specific
domains ({nonexistent}.delta.mil.gov.ua from the Umbrella list
and {nonexistent}.www.sslforshaz.com from the WWW scan) uti-
lizing Cloudflare as their provider that appear to use NSEC3 CDE.
These two domains were identified through the presence of the
NXNAME pseudo-type, a behavior we examine next. While Cloudflare
predominantly deploys NSEC for CDE, these observations suggest
that the mechanism is compatible with NSEC3 and can be deployed
under this setting.

6.4.3 Current deployment status of NXNAME. The NXNAME pseudo-
type was standardized in RFC 9824 [21] in 2025, and its real-world
adoption has received limited study to date. We examine the extent
to which authoritative name server providers have adopted NXNAME.
Focusing on the top 15 name server providers identified as de-
ploying CDE across all datasets, we analyze whether they also
support NXNAME by examining the NSEC Type Bit Map. Table 7 sum-
marizes our findings. We observe that major providers such as
Cloudflare and NS1 have deployed NXNAME, whereas others, includ-
ing AWS Route53 and Azure DNS, have not yet adopted this newly
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Deployed Not yet deployed
Cloudflare, NS1, Porkbun® | Route53, AzureDNS, Eu-
s SectigoWeb, HostUp* , | roDNS, AliDNS, DNSbyCo-

elcompanies.com®, DNSimple, | modo, zns-53

ubmdns.com*, FoundationDNS*

* Indicates providers that potentially use Cloudflare backend service.

Table 7: Name servers NXNAME deployment.

standardized pseudo-type. Broader adoption of NXNAME could re-
duce ambiguity in CDE signaling and improve the interpretability
of denial-of-existence responses.

6.4.4 Adoption trend evolving since 2019. We compare our
results with prior work [15], which measured NSEC CDE and NSEC3
White Lies adoption in 2019. Notably, prior work did not examine
NSEC White Lies or provide a unified view across NSEC/3 variations.

For .com, .net, and .org zones, we observe a substantial in-
crease in the adoption of NSEC3 White Lies. For example, 18,879
apex domains utilized NSEC3 White Lies in 2019, whereas this num-
ber has increased to 468,991 in 2026, corresponding to 7% of apex
domains that deploy NSEC3 in . com zone. Similarly, the adoption of
NSEC CDE in the . com zone grew from 36,501 to 693,032 domains.

Our methodology enables a more comprehensive characteriza-
tion of NSEC/3 variations, including previously unmeasured NSEC
White Lies and their deployment patterns.

6.4.5 Case study: Cloudflare. We use Cloudflare as a representa-
tive case study to examine how real-world deployments align with
documented implementations. Cloudflare is the dominant provider
in NSEC deployments and exhibits highly consistent behavior across
domains. Our observations closely match the behavior described
in Cloudflare’s 2016 blog post [11], confirming the accuracy of our
detection pipeline. In particular, Cloudflare consistently returns
minimally covering NSEC responses with a single resource record
and predominantly NODATA responses, which aligns with the char-
acteristics of CDE identified in our analysis. More specifically, over
99.99% of domains hosted by Cloudflare return exactly one NSEC
resource record, and over 99.97% return NODATA responses. In more
than 99.99% of the collected responses, the owner name corresponds
to the queried non-existent name, while the next owner name fol-
lows the pattern \000.{missingname}, consistent with the null-byte
prefix strategy.

Beyond confirming prior behavior, we observe evidence of evolu-
tion in Cloudflare’s deployment. Specifically, over 90% of responses
returned by Cloudflare include the NXNAME pseudo-type in the NSEC
type bitmap, indicating alignment with the recent standardization
in RFC 9824 [21].

DNS Shotgun. The remaining fraction of domains that do not
include NXNAME likely correspond to wildcard synthesized responses.
Among these domains, over 99.02% return 20 resource record types
in the bitmap. This pattern align with the “DNS Shotgun” approach
described by Cloudflare [11], where, for NODATA responses, the
server includes a wide range of DNS record types except the queried
type. This approach intends to reduce backend lookups and improve
cost efficiency. However, as we discuss further in Section 8, this
optimization introduces notable trade-offs, including response size
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inflation and degraded semantic precision for Empty Non-Terminals
(ENTs).

Overall, this case study demonstrates that our methodology ac-
curately captures both the structural and semantic properties of
real-world CDE deployments, while uncovering operational adop-
tion of recent standards.

7 Wildcard in NSEC/3

While the previous section identifies NSEC/3 variants in the wild,
wildcard synthesis represents another important yet under-measured
dimension of DNSSEC denial-of-existence behavior.

Wildcards enable the dynamic synthesis of records for non-
existent labels, and their interaction with DNSSEC denial-of-existence
proofs introduces significant semantic complexity. In DNSSEC, neg-
ative responses are designed to provide cryptographic evidence
that a name or a record type does not exist via NXDOMAIN (name
error) and NODATA (type error), respectively. Wildcard synthesis
changes this interpretation: a query for a non-existent name may
trigger a synthesized match, effectively converting what would
otherwise be an NXDOMAIN response into a positive response or a
NODATA response.

Furthermore, wildcard applicability depends on the “closest en-
closer” rule; a wildcard is applied only when no closer existing
name blocks the match, meaning that wildcard behavior can vary
across different parts of the same zone. This interaction complicates
the interpretation of negative responses, making their semantics
dependent on context, zone structure, and server behavior.

In this section, we investigate wildcard synthesis in NSEC/3 de-
ployments by analyzing response behaviors across different levels
of the domain hierarchy. We first identify apex domains that poten-
tially exhibit wildcard behavior, and then conduct a comparative
analysis between these apex-level results and our WWW subdomain
probing. By observing how response semantics transition from
the apex to deeper labels, we characterize the interaction between
wildcard expansion and denial-of-existence mechanism.

7.1 Wildcard Identification

We begin by identifying potential wildcard presence at the apex in
NSEC/3 deployments, as illustrated in Figure 5.

We first classify responses based on their response codes into
NXDOMAIN and NODATA. We exclude NXDOMAIN responses, as they
indicate the non-existence of the queried name and thus the ab-
sence of wildcard synthesis at that label. For CDE deployments,
the presence of the NXNAME pseudo-type similarly provides an ex-
plicit signal that the queried name does not exist, and therefore no
wildcard synthesis is involved.

For the remaining NODATA responses, we determine whether
wildcard synthesis is explicitly denied by examining the accompa-
nying NSEC or NSEC3. For NSEC responses, we check whether the
wildcard name (e.g., “*nsec-noext.com”) falls within any interval
defined by the owner name and next owner name. If the wildcard is
covered by such an interval, the response proves the non-existence
of the wildcard. For NSEC3, we compute the hash of the wildcard
domain using the parameters provided in the response and check
whether it is covered by any returned NSEC3 interval. If so, the
response similarly proves the non-existence of the wildcard.
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Figure 5: Identify wildcard synthesize apex. Dotted line sug-
gests potential wild card deployment.

After filtering out responses where wildcard non-existence is
explicitly proven, the remaining cases correspond to zones where
wildcard synthesis may be present.

Prevalence of wildcard. Table 8 summarizes the prevalence
of potential wildcard behavior in our datasets. For both NSEC and
NSEC3 data, we first evaluate whether records “explicitly acknowl-
edge” a wildcard’s existence by identifying the wildcard label (e.g.,
“* nsec-noext.com”) or its corresponding hash in either the owner
or next-owner name fields. In NSEC configurations, the appearance
of a wildcard typically functions as part of a proof of the wildcard’s
existence, establishing that no other records exist alphabetically
between the predecessor and the wildcard. We also identify cases of
“explicit denial,” where a negative response proves the non-existence
of a wildcard by returning a record whose range covers the wild-
card’s alphabetical or hashed position.

Our measurements reveal that about 11% to 14% of NSEC and
around 7% of NSEC3 records acknowledge the existence of a wild-
card in TLD zone datasets. The rate is lower for NSEC deployments
in popularity-based datasets, likely due to the wildly adoption of
CDE (Table 6).

In contrast, explicit wildcard denial is rare across all datasets.
This suggests that, for the remaining domains, authoritative name
servers may rely on online-signing techniques which synthesize
minimally covering responses that implicitly deny wildcard matches
without requiring a dedicated wildcard-denial proof.

Overall, we find that at least 19% of NSEC-signed domains and
15% of NSEC3-signed domains in the TLD zone datasets potentially
involve wildcard configurations. In the popularity-based datasets,
these rates differ, with over 20% of NSEC domains and more than
10% of NSEC3 domains showing potential wildcard-related behavior.
We use this subset for the subsequent analysis.

7.2 Uncovering Wildcard Zone Behavior

We combine the apex-level dataset with our WWW subdomain dataset
to analyze wildcard behavior across different levels of the domain
hierarchy. Table 11 in Appendix E summarizes the coverage of this
comparison. We observe that about 15% of candidate domains do
not return NSEC/ 3 responses at the subdomain level, suggesting that
DNSSEC denial-of-existence behavior is not consistently applied
across different levels of the hierarchy. For the remaining domains,
we conduct a comparative analysis using domains that appear in
both datasets.

NSEC/3 variations. Table 12 in Appendix E presents the proportion
of White Lies and CDE for wildcard domains at the WWW subdomain
level. For NSEC deployments, the proportions of White Lies and
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NSEC NSEC3
Deny wildcard | ACK. wildcard % | Candidates % | Deny wildcard | ACK. wildcard % | Candidates %
.com 1878 227716 | 14.44% 325909 | 20.67% 2698 453649 6.75% 729193 | 10.85%
.net 212 18642 | 11.61% 33940 | 21.14% 247 39005 7.18% 63230 | 11.64%
.org 202 17723 | 12.11% 28985 | 19.81% 169 39130 7.03% 58701 | 10.55%
Umbrella 40 671 4.13% 4554 | 28.02% 16 1157 | 12.15% 1666 | 17.49%
Tranco 81 1883 3.84% 10232 | 20.85% 16 5250 | 17.44% 6866 | 22.80%
Radar 111 2791 4.29% 14686 | 22.58% 15 7241 | 19.98% 9598 | 26.48%
Majestic 72 2256 5.50% 8722 | 21.28% 4 5886 | 17.16% 7835 | 22.85%

Table 8: Prevalence of wildcard in source domains. The percentages are computed against the total number of NSEC and NSEC3
apex, respectively; Candidates suggest the domains that potentially involve wildcard configurations.

NSEC NSEC3

NODATA | NODATA
Ww.0. w. NXDOMAIN | NODATA | NXDOMAIN

NXNAME | NXNAME
.com 49.34% | 13.41% 37.24% | 55.04% 44.96%
.net 55.63% | 16.87% 27.51% | 60.74% 39.26%
.org 52.33% | 15.98% 31.68% | 54.58% 45.42%
Umbrella | 63.57% | 28.67% 7.76% | 63.63% 36.37%
Tranco 56.50% | 31.77% 11.73% | 67.38% 32.62%
Radar 57.32% | 31.61% 11.07% | 64.58% 35.42%
Majestic | 50.36% | 31.43% 18.21% | 69.25% 30.75%

Table 9: Distribution of NODATA and NXDOMAIN responses in the
WwWW dataset. For NSEC, NODATA responses are further classified
based on the presence of NXNAME.

CDE remain largely stable between apex and subdomain measure-
ments, suggesting that these strategies are primarily determined
by provider configuration (rather than by the queried hierarchy
level). In contrast, NSEC3 deployments show an increase in White
Lies at the WWW subdomain level across zone datasets. This indicates
that queries beneath wildcard-enabled zones are more likely to trig-
ger minimally covering denial responses, reflecting a shift toward
privacy-preserving behavior.

7.2.1 Shift from NODATA to NXDOMAIN. Table 9 summarizes the
distribution of NODATA and NXDOMAIN responses observed across
NSEC/3 deployments in the WWW subdomain dataset. For NSEC, we
further distinguish NODATA responses based on the presence of the
NXNAME pseudo-type, which serves as an explicit NXDOMAIN signal
in CDE deployments.

We observe that a substantial fraction of subdomain queries, 40%—
50% in TLD zone datasets and 30%-40% in popularity-based datasets,
result in either NXDOMAIN or NODATA responses with NXNAME. This
is notable because all corresponding apex-level queries were pre-
viously classified as NODATA responses without NXNAME, indicating
potential wildcard presence at the apex.

This shift can be explained by the Closest Encloser rule, as de-
scribed in RFC 4592 [24]. A wildcard (e.g., “*.nsec-noext.com”)
is only applied when no closer matching label exists in the zone.
When an explicit subdomain such as “sub.nsec-noext.com” is
present, it becomes the closest encloser for queries beneath it (e.g.,
“non-ext.sub.nsec-noext.com”). As a result, the apex-level wildcard
no longer applies, and the query may yield an NXDOMAIN response
instead of triggering wildcard synthesis.

This observation highlights that the operational applicability of
wildcard records is constrained by the internal structure of the zone.
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In practice, domains often deploy explicit subdomains (e.g., www,
mail) alongside wildcard records, and these nodes act as boundaries
that suppress wildcard expansion. More broadly, this pattern reveals
three signals: (1) the presence of wildcard behavior at the apex, (2)
the existence of intermediate subdomains, and (3) the absence of
effective wildcard expansion beneath those subdomains. Together,
these signals allow us to distinguish between wildcard presence and
its effective coverage, and to infer structural properties of the zone
from negative response behavior.

Security Considerations. The observed transition from NODATA
to NXDOMAIN should be interpreted primarily as a source of limited
structural information rather than as a direct zone-enumeration
capability. In particular, changes in wildcard synthesis behavior
can indicate that an explicit intermediate name exists and acts as
a closest encloser, thereby constraining the effective coverage of
an apex-level wildcard. This allows an observer to infer certain
properties of the zone structure from DNS response behavior. How-
ever, the technique does not directly enumerate zone contents and
should not be considered a zone-walking attack. Moreover, some
of the inferred names or structural information may already be
observable through other public data sources, such as Certificate
Transparency logs. Thus, the main contribution of this measure-
ment is to characterize how wildcard behavior reveals boundaries
in wildcard applicability and provides an additional signal about
zone structure, rather than to demonstrate a new mechanism for
comprehensive DNS name discovery.

Takeaways. We observe that 30% to 50% of domains shift from
NODATA to NXDOMAIN for lower-depth queries, reveals limited
structural information about the zone.

8 Discussion and Limitation

DNS Shotgun. We observe that Cloudflare adopts a DNS Shotgun
strategy, in which the NSEC type bitmap includes a broad set of
resource record types while excluding only the queried type. This
behavior is consistent with prior descriptions of Cloudflare’s CDE
implementation [11] and improves efficiency by avoiding additional
backend look-ups for NODATA responses. However, this design intro-
duces several operational and semantic trade-offs. First, the broad
bitmap can obscure the distinction between a nonexistent name and
an empty non-terminal, an ambiguity that NXNAME was standardized
to address. Second, it inflates response size by including a larger
NSEC Type Bitmaps field than necessary, partially conflicting with
CDE’s goal of minimizing bytes on the wire. Finally, because the
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bitmap may reflect provider-supported record types rather than the
types actually present at the queried name, it reduces the semantic
precision of authenticated denial and may mislead validators and
type-inference tools. Some of these limitations are also discussed
in Appendix A of RFC 9824 [21].

NXNAME Adoption. The NXNAME pseudo-type was introduced to
explicitly signal compact denial of existence (CDE) [21], yet its
adoption remains inconsistent. We find that several providers, in-
cluding Route53, Azure, EuroDNS, and A1iDNS, implement CDE-
like behavior without including NXNAME in their NSEC responses.
The absence of NXNAME introduces ambiguity in interpreting denial
semantics, complicating both client behavior and measurement
inference. This suggests that the benefits of NXNAME are not fully
realized in practice, and broader adoption would improve the clarity
and consistency of DNSSEC signaling.

Dataset and Measurement Artifacts. Our analysis primarily fo-
cuses on the .com, .net, and . org TLDs, together with popularity-
based domain datasets. This scope may introduce geographic and de-
ployment biases, as we do not include country-code TLDs (ccTLDs),
whose operational practices and DNS configurations may differ
across regions. We use OpenINTEL as our primary data sources;
while it has been widely used in many prior measurement stud-
ies [1, 4, 23, 38], its coverage and vantage points may still influence
the representativeness of our results.

Our measurements rely on AFSDB queries. Because AFSDB is dep-

recated and rarely used, some resolvers or middle-boxes could filter
or handle such queries differently, making it a potential source
of measurement artifacts. At the same time, its rarity is precisely
what makes it useful for eliciting NODATA responses: for a standards-
compliant DNSSEC deployment, querying an existing but typically
absent record type should produce a well-defined negative response
rather than application-specific behavior. In contrast, commonly
used types such as A may trigger resolver- or provider-specific syn-
thesis, which can complicate interpretation of denial-of-existence
behavior. We do not observe evidence of widespread AFSDB filter-
ing in our measurements, but we treat its use as a limitation when
interpreting the results.
Other Limitations. Our measurements rely on a single recursive
DNS resolver, which may introduce resolver-specific artifacts, in-
cluding effects from caching behavior and differences in how DNS
responses are processed or returned. Our wildcard analysis focuses
specifically on WWW subdomains; because other subdomains may be
configured, operated, or managed differently, the results may not
generalize to wildcard behavior across an entire domain. Finally,
our analysis is based on snapshot measurements and therefore
captures configurations only at particular points in time. DNS de-
ployments may evolve due to operational changes, migrations, or
policy updates, so the observed configurations may not reflect be-
havior over longer periods. A longitudinal analysis across multiple
measurement periods would help quantify such temporal variation
and is an important direction for future work.

9 Conclusion

We present a large-scale measurement study of authenticated denial-
of-existence in DNSSEC deployments, covering both NSEC and
NSEC3, and their operational variants. We develop a methodology
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to distinguish denial mechanisms in the wild and characterize how
providers implement minimally covering strategies in practice. Our
analysis highlights the diversity in real-world NSEC/3 deployment,
including the prevalence of minimally covering NSEC, White Lies,
and CDE variants. We further show that wildcard synthesis is non-
negligible and that its interaction with denial-of-existence proofs
lead to non-uniform wildcard coverage across the domain hierarchy.
These behaviors can reveal limited structural information about
DNS zones, such as boundaries in wildcard applicability, without
directly enabling zone enumeration.
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Timeout | CNAME | Only SOA
.com 8.87% 22.93% 88.66%
.net 9.92% 39.23% 75.19%
.org 15.88% 31.39% 73.91%
Umbrella 58.35% 20.97% 41.65%
Tranco 28.38% 35.81% 71.40%
Radar 21.49% 47.76% 78.21%
Majestic 41.49% 30.03% 57.99%

Table 10: Categorization of domains with DNSKEY but without
NSEC3.

A Ethics

Our study was conducted in strict accordance with established
research ethics and the Menlo Report principles [16].

Stakeholders and Ethical Impact. Our measurement involves
authoritative nameserver operators, public DNS service providers,
and domain owners whose infrastructure may respond to our
probes. Because our study focuses on DNSSEC denial-of-existence
behavior, our measurements do not target end users or collect
any personally identifiable information. We only issue standard
DNS queries that conform to normal protocol behavior and resem-
ble routine negative lookups commonly observed in operational
environments. The measurements are designed solely to observe
protocol behavior and deployment characteristics.

Data Collection. Our analysis primarily relies on OpenINTEL [30,
39], an established DNS measurement platform that follows respon-
sible measurement practices. For our active probing, we perform
additional AFSDB queries for non-existent labels to elicit denial-of-
existence responses. To reduce operational impact, we only probe
DNSSEC-enabled apex domains identified by our data loader mod-
ule and limit measurements to a small number of queries per do-
main. Queries are performed at a controlled rate and are not re-
peated aggressively. Finally, we store only protocol-level DNS re-
sponse data necessary for analysis, including DNS resource records
and response codes. When presenting examples in the paper, we
anonymize domain names (i.e., “nsec-noext.com”) where appropri-
ate to avoid unnecessary exposure of operational details.

B Domains with DNSKEY but without NSEC/3

We identify several underlying reasons behind Domains with DNSKEY
but without NSEC/3, as summarized in Table 10: (i) a set of domains
is attributable to name server errors or timeouts, (ii) another por-
tion involves delegations via CNAME records where the target zones
are not DNSSEC-signed, and (iii) additionally, we observe domains
return only SOA records and domains exhibit completely empty au-
thority sections. These results suggest that the absence of NSEC/3
responses in otherwise signed domains is often due to operational
delegation or incomplete DNSSEC deployments.

C Name servers

Table 13 listed the top 5 dominant name servers across zone and
popularity based datasets in both OpenINTEL and our WAW probing.
Cloudflare strongly dominates NSEC deployments, while NSEC3 is
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Figure 6: Distance between owner name and next owner name
for NSEC3 responses (log-scale).
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Wildcard | Observed %

Candidate in WWw °

.com 1,054,354 886,770 | 84.11%
.net 97,074 84,790 | 87.35%
.org 87,634 75,844 | 86.55%
Umbrella 6,196 4,953 | 79.94%
Tranco 17,054 15,909 | 93.29%
Radar 24,223 22,926 | 94.65%
Majestic 16,518 15,601 | 94.45%

Table 11: WWW coverage of wildcard candidates.

more distributed across providers such as Google Domains, Wix,
and OVHCloud. The provider distributions for source and WWW do-
mains are generally similar, suggesting that the dominant deploy-
ment patterns persist across these two levels of the domain hierar-
chy.

D DNS Canonical Distance

Figure 6 illustrates the distribution of NSEC3 interval distances in
hash space on a logarithmic scale. We observe a clear disparity
between domains that employ minimally covering strategies and
those that do not. In the . com zone, approximately 33.97% of NODATA
records and 5.96% of NXDOMAIN records exhibit very small distances
(D < 2), indicating the use of minimally covering intervals. In
contrast, the remaining records show substantially larger distances,
often spanning several orders of magnitude.

E Wildcard Characterization

Wildcard coverage. Table 11 summarizes the number of domains
identified as wildcard candidates at the apex and the subset that
also exhibit denial-of-existence behavior when querying the none
xistent. www subdomain. We observe that approximately 15% of
domains do not return NSEC/3 responses at the subdomain level,
suggesting that DNSSEC deployment is not consistently applied
across different levels of the zone.

NSEC/3 variations in WWW and source datasets. Table 12 sum-
marizes the NSEC/3 variations across the WWW and source datasets.
We do not observe substantial changes in the distribution of NSEC
deployments. For NSEC3, the proportion of White Lies is slightly
higher at the WWW subdomain level compared to the overall propor-
tion at the apex level.

634

IMC ’26, October 12-16, 2026, Karlsruhe, Germany

NSEC NSEC3
White Lies | CDE | White Lies | CDE
.com 0.85% | 32.20% 43.23% | 0.00%
.net 1.00% | 47.30% 38.50% | 0.00%
.org 0.96% | 41.05% 46.03% | 0.00%
WWW Umbrella 1.08% | 85.19% 19.85% | 0.00%
Tranco 0.81% | 81.16% 22.86% | 0.00%
Radar 0.58% | 80.73% 22.86% | 0.00%
Majestic 0.86% | 73.26% 21.69% | 0.00%
.com 0.85% | 32.27% 38.43% | 0.00%
.net 1.00% | 47.39% 34.69% | 0.00%
.org 0.95% | 41.17% 37.29% | 0.00%
Source Umbrella 1.05% | 85.27% 18.86% | 0.00%
Tranco 0.81% | 81.09% 15.41% | 0.00%
Radar 0.59% | 80.61% 16.59% | 0.00%
Majestic 0.86% | 73.31% 20.81% | 0.00%

Table 12: NSEC/3 variations for wildcard domains at WAW
datasets.
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OpenINTEL WWW
NSEC NSEC3 NSEC NSEC3
NS % NS % NS % NS %
.com
cloudflare | 38.03% | googledomains | 39.98% cloudflare | 36.13% | googledomains | 41.65%
infomaniak | 7.44% wixdns | 19.40% infomaniak | 7.94% wixdns | 19.61%
registrar-servers | 5.82% ovh | 9.60% | registrar-servers | 6.17% spaceship | 10.12%
domaincontrol | 4.90% one | 3.97% domaincontrol | 5.17% ovh | 9.74%
register | 4.73% openprovider | 2.88% register | 4.72% one | 3.97%
.net
cloudflare | 50.01% | googledomains | 45.05% cloudflare | 50.98% | googledomains | 46.64%
infomaniak | 5.48% wixdns | 14.80% infomaniak | 5.61% wixdns | 14.84%
registrar-servers | 4.81% ovh | 9.89% | registrar-servers | 4.89% ovh | 9.96%
register | 3.88% one | 3.83% register | 3.69% spaceship | 6.40%
domaincontrol | 2.86% openprovider | 2.76% domaincontrol | 2.88% one | 3.82%
.org
cloudflare | 47.07% | googledomains | 46.74% cloudflare | 48.10% | googledomains | 48.16%
infomaniak | 7.48% wixdns | 15.48% infomaniak | 7.71% wixdns | 15.51%
registrar-servers | 5.24% ovh | 7.73% | registrar-servers | 5.32% spaceship | 10.21%
domaincontrol | 4.24% one | 3.08% domaincontrol | 4.32% ovh | 7.77%
register | 2.78% openprovider | 2.24% register | 2.57% one | 3.07%
Umbrella
cloudflare | 56.59% | googledomains | 15.85% cloudflare | 62.83% | googledomains | 16.54%
awsdns | 12.25% d-53 | 11.93% awsdns | 10.26% ovh | 6.66%
ripe | 1.40% ovh | 7.72% domaincontrol | 1.43% akam | 3.82%
arin | 1.40% akam | 6.47% nsone | 1.34% d-53 | 3.22%
nsone 1.35% transip | 3.18% azure-dns 1.13% timeweb | 2.92%
Tranco
cloudflare | 62.69% | googledomains | 11.30% cloudflare | 64.75% | googledomains | 11.71%
awsdns | 6.31% ovh | 8.98% awsdns | 6.47% ovh | 8.49%
dns | 2.42% timeweb | 5.30% domaincontrol | 1.98% timeweb | 5.11%
domaincontrol | 1.85% transip | 5.19% timeweb | 1.66% transip | 4.88%
timeweb | 1.49% akam | 4.43% azure-dns | 1.06% spaceship | 4.62%
Radar
cloudflare | 68.40% | googledomains | 12.68% cloudflare | 62.77% | googledomains | 12.82%
awsdns | 5.52% ovh | 10.11% awsdns | 5.02% ovh | 10.74%
domaincontrol | 1.77% transip | 5.45% domaincontrol | 1.62% transip | 5.68%
dns | 1.54% timeweb | 5.10% timeweb | 1.14% timeweb | 5.51%
timeweb | 1.16% one | 3.34% | registrar-servers | 1.05% spaceship | 3.87%
Majestic
cloudflare | 61.43% ovh | 8.72% cloudflare | 61.67% ovh | 9.40%
awsdns | 5.46% | googledomains | 8.44% awsdns | 5.38% | googledomains | 8.75%
domaincontrol | 2.36% transip | 7.14% domaincontrol | 2.44% transip | 7.71%
timeweb | 1.85% timeweb | 6.76% timeweb | 1.99% timeweb | 7.36%
infomaniak | 1.42% one | 3.46% infomaniak | 1.54% spaceship | 4.25%

Table 13: Top 5 dominant name servers in NSEC/3.
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